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Abstract

We formulatea deformabletemplatemodel for objectswith a clearly de�ned

mechanismfor parameterestimation.A separatemodelis estimatedfor eachclass,and

classi�cationis likelihoodbased- no discrminationboundariesarelearned.Nonethe-

lesshighclassi�cationratesareachievedwith smalltrainingsamples.Thedatamodels

arede�nedonbinaryorientededgefeaturesthatarehighly robustto photometricvari-

ationandsmall local deformations.Thedeformationof anobjectis de�ned in terms

of locationsof amoderatenumberreferencepoints.Eachreferencepoint is associated

with apart - aprobabilitymapassigningaprobabilityfor eachedgetypeateachpixel

in a window. The likelihoodof theedgedataon theentireimageconditionalon the

deformationis describedasapatchworkof parts(POP)model- theedgesareassumed

conditionallyindependent,andthemarginal at eachpixel is obtainedby a patchwork

operation:averagingthemarginal probabilitiescontributedby eachpartcoveringthe

pixel. Objectclassesaremodeledasmixturesof POPmodelsthatarediscoveredse-

quentiallyasmoreclassdatais observed. Experimentsarepresentedon theMNIST

database,hundredsof deformedLATEX shapes,readingzipcodes,andfacedetection.

1 Intr oduction

Two directionsof research- classi®cationanddetection- havedominatedthe®eldof shape

andview basedobject recognition. The ®rst, classi®cation,refersto the discrimination

betweenseveralobjectclassesbasedonsegmenteddata(seeVapnik(1995),Amit & Geman

(1997), LeCun et al. (1998), Hastie& Simard(1998), Belongieet al. (2002)), and the

second,detection,to ®nding instancesof a particularobject classin large images(see

Leunget al. (1995),Rowley et al. (1998),Viola & Jones(2004),Amit & Geman(1999),

Fei-Feietal. (2003),Torralbaet al. (2004).)Thelatteris oftenconsideredasa problemof

classi®cationbetweenobjectandbackground.Bothsubjectsareviewedasbuilding blocks

towardsmoregeneralalgorithmsfor the analysisof complex scenescontainingmultiple

objects.
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1.1 The challengeof sceneanalysis

An importantquestionis how to integratethedetectorsandtheclassi®ersinto oneframe-

work whenmultiple objectsof differentclasses,at timesverysimilar in shape,arepresent

in theimagetogetherwith noiseandclutter.

Onecanimaginerunningdetectorsfor severalobjectclassesat low falsenegativerates.

This will typically yield quite a large numberof falsepositivesaswell asmultiple hits

(for differentdetectors)in the sameregion. It is thennecessaryto classifyamongthese

andeliminatefalsepositives. Furthermore,if severalobjectscanbe presentin thescene,

oneneedsto chooseamongmultiple candidateinterpretations, i.e. differentassignments

of labelsandposesfor a numberof objects. It is hard to imagineperformingthis task

basedon pre-trainedclassi®ersamonginterpretationssinceit is impossibleto anticipate

all possiblecon®gurationsin training.Thiscallsfor anonlinemechanismto determinethe

optimalcon®guration.Thesameissuewouldariseif bottom-upsegmentation(Shi& Malik

(2000)),or saliency detection(Itti & Koch(1998))is usedto determinecandidateregions

or locationsof theobjectsof interest.Competingsegmentations/classi®cationsneedto be

resolved.

In Amit et al. (2004) a simple exampleof suchan approachis developedin a lim-

ited context. The basicbuilding blocks are simple “naive Bayes” statisticalmodelsfor

thedataaroundeachindividualobject,assumingindependenceconditionalon theposeor

deformationparameters.Modularity is achievedby concatenatingdatamodelsof theindi-

vidualobjectsat thererespectiveposestogetherwith asimplebackgroundmodel,yielding

amodelfor theentireobjectcon®gurationor scene.Competitionsbetweenalternativecan-

didatecon®gurationsareresolved by comparingthe likelihoodof the dataunderthe two

con®gurations.Therearenopre-traineddecisionboundaries,andyet it is possibleto make

very ®ne distinctionsbetweenvery similar objects.The useof conditionalindependence

modelsleadsnaturallyto (i) anef®cientcoarse-to-®nemechanismfor computingcandidate

detectionsfor thedifferentobjects,(ii) localizationof thecomputationneededfor choosing

betweendifferentinterpretationsto regionsof ambiguity.

In the applicationpresentedin Amit et al. (2004)- readinglicenseplates- geometric

variationis limited to a small rangeof linearvariationsandeachclassis de®nedin terms
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of a single prototype. The main challengeis the presenceof clutter and a high degree

of photometricvariation. In view of the relative successof this approachto dealingwith

scenescontainingmultiple objects,it is of primaryinterestto investigatethepossibilityof

extendingthesemodelsto highly deformableobjects. In this paperwe proposesuchan

extension,usingthe samebinary edgefeaturesandwithin the framework of conditional

independencemodels.This is brie�y describedbelow.

1.2 Edgebaseddeformable models

We startwith the`Bernoulli Model' - a generaledgebaseddeformablemodelproposedin

Amit (2002).A classof non-lineardeformationsis de®nedtogetherwith modelprobability

mapson a referencegrid. The assumptionis that givenonly oneobjectis presentin the

imageataparticulardeformation,all edgesin theimageareindependent, andthemarginal

probability of ®nding an edgeof a certain type at a pixel is computedin termsof the

deformationand the modelprobability maps. To implementthis model in practiceit is

necessaryto (i) parameterizethe non-lineardeformations,(ii) develop a mechanismfor

estimatingthe probability mapsfrom training data,wherethe deformationis not known,

(iii) devise an algorithmfor computingthe most likely deformationgiven the estimated

probabilitymapsanda testimage.

In this paperwe proposesuchan implementationwhich lendsitself to ef®cient train-

ing andtesting. A moderatenumberof referencepoints is de®nedin the referencegrid.

Deformationsarede®nedin termsof a mappingof thesereferencepointsinto the image

grid. Eachreferencepoint is associatedto apartwhichis simplyasubwindow of themodel

probabilitymaparoundthereferencepoint. Thesesubwindows/partsarenot disjoint, they

canhavesigni®cantoverlaps.Thepartis mappedtogetherwith thereferencepoint into the

imagegrid. Thedistribution of theedgedataon theentireimagegivena particularmap-

ping of the referencepointsandtheir associatedpartsis againdescribedby a conditional

independencemodelobtainedwith apatchworkingoperation:Themarginalprobabilityof

anedgefeatureatany pixel in theimageis thesimpleaverageof theprobabilitiesproposed

at thatpixel by any of thepartscoveringit. This tiestogetherthepartsin a consistentway

into a patchwork of parts (POP)model for the data. Figure1 providesan illustration of
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Figure1: (A) Theprobabilitymapfor horizontaledgesfor theclass'7' (darkcorrespondsto high

probability). In redarethereferencepoints.(B) Threesubwindows of theprobabilitymapcentered

at threeof the referencepoints. (C) A sample`7'. (D) detectedhorizontaledges.(E) The shifts

of the referencepointsdenotedby small red arrows togetherwith thesupportof the subwindows

- darker pixels are coveredby moresubwindows. (F) The probability map on horizontaledges

determinedby thepatchwork operationandtheshiftsgivenin (E).

theseideas.

Oneadvantageof this patchwork modelis that theindividual partscanbetrainedsep-

arately. Thelocationof a part is assumedto vary within a restrictedrangein thereference

grid, i.e. relative to the objectcenterat referencescale.The speci®clocationof the part

associatedto eachtrainingimageis unknown andis consideredasanunobservedvariable.

The expectation-maximization(EM) procedureis then appliedto estimatethe marginal

probabilitiesat eachpoint in thewindow, aswell asto get thedistribution on the location

of thepart.Thisyieldsacollectionof parts- thelocalsubwindowsof theprobabilitymap.

Placingtheseat their meanlocationsandperformingthe patchwork operationyields the

full modelprobabilitymaponthereferencegrid. Eachobjectclassis modeledasamixture

of suchPOPmodels. Thesearediscoveredsequentiallyby keepingtrack of training ex-
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amplesthathave low likelihoodwith respectto all currentcomponentsof themixturefor a

particularclass.

Classi®cationis likelihood based- the classwith highestlikelihood is chosen. For

detectionthe likelihoodratio to an online adaptivebackgroundmodel is comparedto a

threshold.In this settingno training is performedfor thebackgroundmodel. It is simply

assumedthatall edgesareindependentandthemarginal probabilitiesof eachtypearethe

sameatall pixelsanddeterminedonlineby thedensityof theseedgetypesin theparticular

imageregionbeinganalyzed.

1.3 Summary of results

Theproposedmodelsallow for a simpleandef®cient trainingprocedurefrom verysmall

samplesizesandyield high classi®cationrates- far higher thanachievablewith SVM's

on thesamefeatures.For examplewith 30 examplesperclasson theMNIST datasetwe

achieve 3% error on the testset (6% error with SVM's), reaching1.52%error with 500

examplesperclass,wherein effectonly 80-100exampleswereactuallyusedto updatethe

modelparametersthroughsequentiallearning.Usingadifferentclusteringmechanismand

with 1000examplesper classwe achieve under.8% error. Preliminaryexperimentsfor

readingzipcodesby combiningobjectmodelsto scenemodels(asin Amit et al. (2004))

yieldsarecognitionrateof 82%,with thecorrectzipcodebeingin thetop10interpretations

for 94%of thezipcodes.Theseareveryhigh ratesconsideringthatonly 500examplesper

classareusedto train themodels,andnopresegmentationor preprocessingis performed.

To testthe relevanceof thesemodelsto otherobjecttypeswe train facemodelsfrom

300Ollivetti facedatabaseimages.Thelikelihoodratio with respectto theadaptiveback-

groundmodelis usedasa ®lter on detectionsof thealgorithmdescribedin Amit (2002).

Thereductionin falsepositivesis by a factorof 20-30.Theresultingfalsepositiveratesat

givenfalsenegativeratesareabout3-5 timeshigherthanthestateof theart (seee.g.Viola

& Jones(2004),Schneiderman& Kanade(2004))but given the simplicity of the testand

thelackof trainingonbackgroundwebelieveit is evidenceof thegeneralityandusefulness

of theproposedmodels.
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1.4 Paper organization

Thepaperis organizedasfollows. In section2 wesurvey relatedwork on objectmodeling

andclassi®cation.In section3 the full POPmodelis describedin detail, followedby the

training procedurein section4. Issuesinvolving computationarediscussedin section5.

In section6 we provide detailson a numberof experiments. In addition to handwritten

digit classi®cationwe experimentwith deformedLATEX symbolswheretherearehundreds

of classes,with readingzipcodes,andwith facedetection.Weconcludein section7 with a

discussionof somepossibleextensionsof thealgorithm.

2 Other work

Wedescriberelatedwork in theliteraturewhichcanbebroadlydividedbetweenmodeling

(generative) frameworks on onehandandnon-parametricdiscriminative frameworks on

theother.

2.1 Modeling frameworks

By modelingframeworkswereferto thoseapproacheswherethebasisfor classi®cationis

a statisticalmodelof the datagiveneachobjectclass.Thesearealsodenotedgenerative

modelsalthoughrarelycanthesemodelsgeneraterealisticimages.

2.1.1 Deformable templates

Ourmodelfallssquarelyin thecategoryof deformabletemplatemodelsproposedin Grenan-

der(1978),Grenander(1993).Two attractivefeaturesof thedeformabletemplateparadigm

aretheformulationof acomprehensivemodelfor theimagedataandtheexplicit modeling

thegeometricvariability (rigid andnon-rigid)of objectswithin agivencategory. In partic-

ular, theability to tie togethera dense®eld of very basicandpoorly informative features

(grey levels, local edges)within a global model is the key to the wide-spreaduseof this

paradigmin themedicalimagingcommunity. Therehasrecentlybeensigni®cantprogress

in modelinglargedeformations(seeBeg etal. (2005)),photometricvariability (seeTrouvÂe
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& Younes(2004))or multimodality(seeRocheet al. (2000))providing a promisingtech-

nologyfor detailedmodelingandanalysisof shapeandappearancevariability (seeGrenan-

der& Miller (1998))).

However, in theobjectrecognitioncommunity, modelingis notagoalpersebut apath

to objectdetectionandclassi®cation.Speed,robustness,andlearnabilityof theparameters

play a major role in thebirth anddeathof objectrecognitionparadigms.Despitedemon-

stratedusefulnessof the templatematchingapproach(seeJainet al. (1998),Coughlanet

al. (2000)),a persistentweaknessof densemodelingapproachesis thecomputationalcost

of the matchingprocess(thoughoneshouldnot underestimatethe computationalcostof

many othercombinatorialexplorationschemes)andmoreimportantly, thevery incomplete

statisticalschemefor estimatingthetemplateandthegeometricmodelwhenthedeforma-

tionsareunobserved.In thedeformabletemplateframework trainingrequiressimultaneous

estimationof the templatedistribution aswell asthedeformationof eachtraining image.

This is of courseachickenandeggproblem.Oneneedsthetemplatemodelto computethe

deformations,andoneneedsthedeformationsto estimatethetemplatedistribution.

In Burl etal. (1998),apartdecompositionof theglobalgrey level templateis proposed

leadingto a generative model for grey level imagesby a mechanismsimilar to ours: a

geometricarrangementof `rigid' partswhoselocationsaredrawn from agivendistribution.

Conditionalon this arrangement,the pixel valuesareassumedindependent,thoseon the

supportof apartaregivenbyaspeci®cgaussianappearancemodel,thosein thebackground

aregivenby agenerici.i.d. gaussianmodel.However, to ensureawell de®neddistribution

overlapsare forbidden. A similar typeof modelinvolving local `rigid' models,i.e. parts,

but basedon edgescan be found in Crandallet al. (2005). The advantagehere is the

useof edgesthat are photometricallyinvariant. It is very dif®cult to write a workable

modeldirectly on the gray level valueswhich is photometricallyinvariant. Moreover an

i.i.d constantmeanmodelfor backgroundis not very useful. However the preclusionof

overlap is a drawback of both approachesin that large areasof the object are modeled

asbackground,leadingto a lossin precisionanddiscriminatorypower. Furthermorethe

`gaps'renderunsupervisedtrainingvery problematic.Indeedin Crandallet al. (2005)the

centersof thepartsaregivenby theuseron thetrainingimages.
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With respectto theseapproachesthemaincontribution of thePOPmodelsis twofold:

(i) a simpleandef®cient training procedurefor the templatesandthe distribution on ge-

ometry, (ii) the formulationof a densedatamodelexplainingall edgedataon the object

allowing for ®nediscriminationbetweensimilar shapes.

2.1.2 Deformable nearestneighbor approaches

In Hastie& Simard(1998)a nearestneighborapproachis proposedwith a distancethat

dependsboth on a deformationparameterand a gray level distancemeasure.Thereis

no explicit de®nition of a statisticaldatamodel, but sincesumsof squaresare usedas

imagedistance,they areimplicitly usinga modelwhereconditionalon the deformation,

the gray level valuesare independentGaussianwith ®xed varianceand meanprovided

by thetemplate.This approachis problematicfor genericgraylevel datasinceit doesnot

addressphotometricvariability andthedeformationsarerestrictedto theaf®neclass.There

is anattemptto obtainmoreef®cientclassi®cationby estimating̀ templates'from clusters

of training examples,this is not explicitly formulatedasa statisticalestimationproblem,

althoughmany of theingredientsarepresent.

In Wiskott et al. (1997)a distancebasedapproachis usedfor facerecognition,with

a geometriccost de®nedin termsof the distortionsof a graph,and a datadistancede-

®nedin termsof thedistancebetweentheoutputsof a library of Gabortype®lters - jets.

Recognitionis alsobasedon nearestneighbors.

In Belongieetal. (2002)theimagedatais transformedto a labeledpointprocesswhere

eachpoint is characterizedby a rathercomplex setof measurementsdescribingthedistri-

bution of edgesin its neighborhood.The labelsor featuresaredesignedto berobust to a

widerangeof deformationsof theobjectaswell asphotometricvariability. Oncethedatais

reducedto a point process,thedeformationis expressedasa point match,thusgreatlyen-

richingthespaceof allowabledeformations.Againthedistanceis de®nedasacombination

of ageometricpenaltyandameasureof how well thelabeledfeaturesmatch.

Thesenearestneighborapproaches,eachof which hasbeenhighly successful,canbe

viewedasassigninga templateto eachtrainingexample,thusrequiringintensive compu-

tation andextensive memory. The distancesare not explcitly formulatedin a statistical
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deformabletemplateframework andarehencesomewhatad-hoc.Oneconclusionof this

paperis thatstatisticalmodelingandestimationproceduresyield compactandef®cientrep-

resentationsof theshapeensembles(e.g. handwrittendigits, faces,etc.) wheredistances

arede®nedin aprincipledmannerin termsof likelihoods.

2.1.3 Sparsemodels

Our approachsharessomeelementswith sparsemodelsbasedon interestpoint detection,

(seeBurl et al. (1995),Amit & Kong(1996).)In Fei-Feietal. (2003),theauthorspropose

a constellationmodelwherethe variability within an object classis representedby the

joint distributionon thegeometricalarrangementandthelocalappearanceof a®xedsmall

family of interestpoints. It is importantto underlinethat in theseapproaches,oneis no

longermodelingthedistributionof adensesetof featuressuchaslocaledgesor graylevel

values. Ratherthe imagedatais transformedto a sparsecollectionof pointsusinglocal

®lters that ®re with low probability on genericbackground.The statisticalmodel is for

the transformeddata,which canbe viewed asa sparselabelledpoint process.In Fei-Fei

etal. (2003)aprincipledprobabilisticmodelis proposedfor thetransformeddatatogether

with a detectionandclassi®cationmecanismbasedon computingthemaximumposterior

on constellations.Furthermorethe learningalgorithmis formulatedassumingthe interest

pointsareunobserved.

The primary differencewith respectto the modelsproposedhere is that the sparse

modelsdo not provide a generativemodelfor theraw databut for thepoint processwhich

is computedprior to theobjectdetectionandclassi®cationsteps.In particular, notop-down

processdrivenby thecurrentposehypothesisin the detectionstepis allowedto look for

missinginterestpointsor moreinformativeones.Moreover, theaveragenumberof points

detectedin animageaswell asthetotalnumberof pointsinvolvedin anobjectmodelneed

to stayextremelysmall to avoid a combinatorialexplosionin the learningprocessandin

the detection/clasi®cationsteps.Sucha small numberof parts,andsuchdrastic®ltering

of theoriginal datawill not be suf®cient for discriminatingbetweenvery similar classes,

asarisingin characterrecognitionproblems,or to achieve very low falsepositive ratesin

detectionproblems.
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By contrastthe modelsproposedheredirectly provide a `dense'datamodel for the

observed edgemapseverywhere in an imageand explicitely deal with the issueof the

overlapof local edgemodels. This allows us to make detaileddiscriminations. Indeed

sparsedatamodelscan be viewed as approximationsto the densemodel that can help

streamlinecomputation.

2.1.4 Denserepresentations

As indicated,oursis a densedeformabletemplatemodel.Sinceclassi®cationor detection

requiretheestimationof thedeformation,theendresultis notonlyaclasslabelor alocation

of theobjectin thescenebut anexplicit mapof themodelinto theimage.A by productis

the identi®cationof anobjectsupport, at the level of edges,in termsof thoselocationsin

theimagewherethemodelprobabilitiesaredifferentfrom background.This is illustrated

in ®gure9 for zipcodesand®gure15 for faces.

In Borensteinetal. (2004)objectrepresentationsareexplicitly learnedin orderto accu-

ratelyde®neasupportor a®guregroundsegmentation.Theirrepresentationis alsode®ned

in termsof a collectionof overlappingparts,andin eachpart theregion correspondingto

objector backgroundis learned.Theauthorsuseagraylevel datarepresentation,but there

is no explicit statisticalmodelfor thedata,andmulti-classproblemsor multi-objectscene

problems,cannotbesolveddirectly in termsof probabilityratios.Furthermorethesemod-

elsarelearnedin adiscriminativeframework - objectagainstbackground.

In Leibe& Schiele(2003)andLiebe& Schiele(2004),aprobabilisticHoughtransform

basedonscale-invariantinterestpointsandscaleadaptivemean-shiftis proposedfor object

detectionandobject/backgroundsegmentation.Eachinterestpoint castsa 'probabilistic'

votefor different(object/location/scale)hypotheses.Theuseof predetectedinterestpoints

putsthisalgorithmin thesparsecategorydescribedabove in thatthedatais transformedto

a labeledpointprocessprior to processing.Howevertheauthorsalsoproposeamethodfor

determininga denseobjectsupport.Theinterestpointson a detectedobjectusea learned

`supportprobability map' relative to the point location to castvotesfor pointsasobject

supports.This approach,althoughbasedon local patches,anda learnedsupport,again

doesnot stemdirectly from a clearlyde®nedstatisticalmodelfor theimagedata(object+
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background)or for thedistributionof interestpointsandtheir local appearance.

The statisticalformulationproposedhereallows us to extendingsuchapproachesto

dealwith competitionsbetweensceneinterpretationscontainingseveraldeformableclasses

of similar shapes,asin thezipcodeexperiments.

2.1.5 Comprehensive scenemodels

Themodelsdescribedabovemainlydescribethedataaroundoneor severalknown objects,

assumingatbestaverysimplemodelfor off objectdata.Othershaveattemptedto develop

more comprehensive modelsfor the `background'. In Gemanet al. (2002) the authors

arguefor aahierarchyof compositionsof increasinglycomplex elements- reusableparts-

leadingto a naturallikelihoodbasedchoiceof theoptimalinterpretation.In their proposal

an interpretationinvolvesnot only the objectsandtheir posesbut an assignmentof part

labelsto structuresin thebackgroundthatarenotassociatedto any object.Despiteoffering

a comprehensive modelingframework thereremainsigni®cantchallengesfrom the point

of view of trainingandef®cientcomputation.

In Tu et al. (2004)a comprehensive modelfor scenesis proposedwithin the Markov

random®eld framework which is richer than the conditionalindependencemodelsused

here. However, suchmodelsarevery complex andareknown to posea signi®cantchal-

lengein training andin computation.The authorsproposea sequenceof simpli®cations

andapproximationsto circumventtheseobstacleswhich involvetheintroductionof classi-

®cationanddetectionmethodsasinitialization techniques.

Finally therehave beenattemptsto applystatisticalmodelsin theparticularcontext of

handwrittencharacterrecognition,seefor exampleParizeau& Plamondon(1995),Revow

et al. (1996), Kim & Kim (2003), thesehowever are ratherdedicatedto the particular

application.

2.2 Discriminati vemethods

Themostsuccessfulmethodsreportedin the literaturefor discriminationbetweenhighly

variableobjectclassesinvolvevarioustypesof non-parametricclassi®ersthataim directly
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at estimatingdecisionboundariesasopposedto datamodelsfor eachclass.For someex-

amplescoveringarangeof techniquesseeVapnik(1995)(SVM's),Amit & Geman(1997)

(Randomizeddecisiontrees),LeCunetal. (1998)(Feedforwardneuralnetworks),andnear-

estneighborapproachesHastie& Simard(1998),andBelongieet al. (2002). Thesetech-

niquesyield very high classi®cationrateson the MNIST datasetLeCun (2004). Their

successis dueto a combinationof factorsincluding novel learningalgorithms,judicious

choiceof invariantrepresentations(features)andcloselyrelated- a carefulchoiceof dis-

tancemeasuresthatincorporatecertaingeometricinvariances.

Non-parametricclassi®cationtechniquesthatdirectlylearndecisionboundariesaretyp-

ically trainedin batchform. Nearestneighboralgorithmscanaccumulateadditionaltrain-

ing examplessequentially, however oneis forcedto storeall trainingdatain memoryand

computationis formidable. Indeednearestneighbormethodsareusedmoreasa proof of

the power of certainsetsof featuresor certainchosendistances.Both the kernelbased

(SVM) methodsandthe sequentialboostingmethodsusethe moredif®cult examplesto

de®nethedecisionboundaries.Theformeractuallyusestheseexamples- amongothers-

to de®nethedividing hyper-planein thehighdimensionalimplicit featurespace.Thelatter

retrainsclassi®ers,typically decisiontrees,with higherweighton misclassi®edexamples.

As will beseenbelow themixtureof POPmodelsprovidesasimpleandnaturalframework

for sequentialupdatingwithoutneedto storepreviouslyobservedexamples.

In termsof scalability to large numbersof classes,most experimentsare performed

with severaltensof classesatmost.In Amit & Geman(1997)someexperimentswereper-

formedwith severalhundredsbut sincetheclassi®ers(decisiontreesin thisparticularcase)

aremulti-classit is necessaryto train in thepresenceof all theclassesin the®rst place.On

the otherhandwhenthe classi®ersareproducedasmultiple object/non-objectclassi®ers

(the standardform for SVM's or boosting)the de®nitionof the non-objectpopulationis

of primary importance,andtherelative weightingbetweenthedifferentobject/non-object

classi®ersis asensitiveissue.A closelyrelatedproblemis how to integratesuchclassi®ers

asmodularbuilding blocksfor resolvingambiguitiesbetweendifferentsceneinterpreta-

tions involving severalobjects.Indeedtherelative weightingin theform of likelihoodsis

oneof the direct advantagesof the statisticalmodelingapproach.Finally it is often the
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casethat thedecisionboundariesdeterminedby theseclassi®ersarenot easilyvisualized

norcanthey beeasilyadapted.

The work in LeCunet al. (1998)developsa full systemfor readingstringsof hand-

writtendigitswheresegmentationandclassi®cationarefully integratedbothin thetraining

stageandin the recognitionstage. However the underlyingprinciple in training is opti-

mizingon largenumbersof parametersfor thecorrectlabelingof trainingimagesof object

sequences,hencetheneedfor very largetrainingsets.

2.3 Discovering parts

Therehasbeeninterestrecentlyin ®ndinglocal features“parts” atvariousscaleswhichare

discriminativefor objectsagainstbackground.Seefor exampleViola & Jones(2004),Ull-

manetal. (2002),Torralbaetal. (2004),Krempetal. (2002),andBernstein& Amit (2004).

In someof theseapproachesfeaturesarediscoveredusingdiscriminative rulesrelative to

a backgroundpopulation(seeViola & Jones(2004),Ullman et al. (2002),Schneiderman

& Kanade(2004)). In Torralbaet al. (2004) the featuresare jointly discoveredfor sev-

eralclassesagainusinga discriminativeprocedure.Notethat in Ullman et al. (2002)and

Schneiderman& Kanade(2004) after the featuresare determined,a conditionalBayes

modelis usedto classifyagainstbackground.In Bernstein& Amit (2004)theapproachis

entirelymodelbased,nodiscriminativecriterionis usedto choosethefeaturesor createthe

objectmodels. In thesemodelsthe local featuresarecomputedin a feedforward fashion

from the edgesor the pixel intensities,andthe distribution on the original datais never

modeled,nor is theoriginal edgedataever revisited. To someextent it is possibleto view

thesepart basedmodelsasan approximationto the full modelon the edgedatawith the

hiddendeformationparameter.

We believe thatcertainambiguitiescanonly be resolvedwith highly localizedsimple

featuresat theoriginal resolution,andthereforeit is importantto beableto write reason-

ablestatisticalmodelsat this level which incorporategeometricinformation.Perhapsmost

of theanalysiscanbedoneat thelevel of complex featureswith minimal geometricinfor-

mation,but for sometaskstheoriginaldetail is important.This is consistentwith theideas

proposedin Ahissar& Hochstein(2002),whereit is suggestedthat lower level features
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Figure2: A sampledigit imagewith edgemapsfor four of theeightorientations.The�rst two are

horizontalwith oppositepolarities,andthe last two areverticalwith oppositepolarities. In black

aretheoriginaledgelocationsin grayarethelocationsafterspreading.

at higherspatialresolution,for examplethosecomputedin V1 areusedin full detailonly

at a later stagefor re®neddisambiguation.Of coursein the initial bottom-upprocessing

they areusedin afeedforwardfashionto computemorecomplex featuresstoredoncoarser

grids.

3 From Bernoulli modelsto Patchworks of parts

The datamodelwe proposeis basedon a setof binary orientededgefeatures(seeAmit

& Geman(1999)),computedat eachpoint in theimagewhich is de®nedon a grid L. We

write X = f X e(x) j x 2 L; e = 1; � � � ; Eg, whereE = 8, correspondingto 8 orientations

at incrementsof 45 degrees.Thesefeaturesarehighly robustto intensityvariations.Each

detectededgeis spreadto its immediate3 � 3 neighborhood.This spreadingoperation

is crucial in providing robustnessto small local deformations,andgreatly improvesper-

formanceof any classi®erimplementedon the data. In ®gure2, we show edgemapsfor

four orientationson a sampleimagefrom MNIST. In black arethe original edgesandin

grayarethelocationsafterspreading.Theadvantageof focusingon suchfeaturesis their

applicability to many typesof problems,characterrecognition,detectionandrecognition

of 3d objects,medicalimaging(seeAmit (2002))aswell asreadinglicenseplatesfrom

rearphotosof cars(seeAmit etal. (2004)).

TheBernoulli modelin its mostgeneralform assumesthat thereexistsa modelprob-

ability mappe;y; y 2 G on a referencegrid G, anda set� of admissibleinstantiationsof

the objectwith somedistribution p(� ). Given only oneobject is presentin the imageat
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instantiation� we assumethat theedgesin the imageareconditionallyindependentwith

marginal probabilitiesat eachpoint x givenby (� pe)(x): In differentsituationswecanuse

differentde®nitionsof theinstantiations� andtheoperation� p. For exampleif � represents

asetof mappingsof theentiregrid G into theimagelatticewecanwrite

� pe(x) = P(X e(x) = 1j� ) :=

8
><

>:

pe;(� � 1x) if � � 1x 2 G

pe;bgd otherwise;
(1)

wherepe;pgd is a genericbackgroundprobability for edgetype e. The problemwith this

model is that the spaceof mappingsis very large andthis posesseriouschallengesboth

for estimatingthe probabiitymapspe(y) when � is not observed and for computingthe

mostlikely � in testing.A majorsimpli®cationoccurswhenwe think of summarizingthe

instantiationasthemapping� of a moderatenumberof referencepointsy1; : : : ; yn in the

referencegrid into the imagelattice. Let zi = � yi ; i = 1; : : : ; n andwith someabuseof

notationlet � = (z1; : : : ; zn ). This doesnot specifya full mapof theentirereferencegrid.

Insteadweusea subwindow W to de®nepartsQi - of thefull probabilitymap.

Qi;e;s
:= pe;yi + s; e = 1; : : : ; E ; s 2 W;

namelythelocalsubwindowsof theprobabilitymaparoundyi .

Now imaginethat thepartQi is `moved' to thepoint zi . Edgesat pointsin the image

latticethatarenotcoveredby any of thewindowszi + W getassignedbackgroundproba-

bilities. Edgesat pointscoveredby oneor moreof thesepartsareassignedtheaverageof

theprobabilitiescontributedby eachof them,see®gure1. Speci®callyfor eachx 2 L let

I (x) = f i : x 2 zi + Wg be thesetof shiftedreferencepointswhoseW neighborhood

coversx (see®gure3 (C) for examplesof I ). For eachelementi 2 I (x) the marginal

probabilityassignedto X e(x) is

Qi;e;x � zi = pe;yi + x� zi :

Wekeepthemainassumptionthatin theglobalmodelall thevariablesX e(x) areindepen-

dentconditionalon � . Themarginalprobabilityateachpointx is thengivenby

� pe(x) = P(X e(x) = 1j� ) =

8
><

>:

1
jI (x)j

P
i 2 I (x) Qi;e;x � zi if jI (x)j > 0

pe;bgd if jI (x)j = 0;
(2)
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(A)

(B) (C) (D)

Figure3: (A) Theprobabilitymapfor horizontaledgesfor a 2 modelwith thereferencepointsy i

in red. (A) For two different2's theoriginal image.(B) Theestimatedmap� - shown asredarrows

indicatingtheshift of eachreferencepoint togetherwith a visualizationof I (x).Thedarker a pixel

themorepatchescover it. (C) TheresultingglobalPOPmodel(for horizontaledges)obtainedby

patchingtheshiftedlocalmodels.

wherepe;bgd is a genericbackgroundprobabilityfor edgetypee. Thuswe areproposinga

patchworkof thelocalmodelsusingthepointwiseaverageof all local submodelscovering

thepointx. Hencethetermpatchworkof parts(POP)model.

TheglobalPOPmodelconditionalon thepoints� is then

P(X j� ) = P(X jz1; : : : ; zn ) =
Y

x

Y

e

[� pe(x)]X e(x) [1 � � pe(x)](1� X e(x)) ; (3)

with � pe(x) de®nedin (2). Let �� = (yi ) i =1 ;:::;n , i.e. the original referencepoints. The

original probabilitymappe;y; y 2 G is givenby �� pe(y). Sincethewindows have not been

movedtheprobabilitiesin theaveragein (2) areall thesameandequalto pe;y.

In the left panelof ®gure3 we show the probability mapestimatedfor class`2' (A).

For samplè 2'-s weshow theoriginal image(B); Theoverlapsof thepatches- thefunction

I (x) - andfor eachshiftedpatcha red arrow pointing from the original referencepoint

zi to the new locationyi (C); The global POPmodeldeterminedby � (D). Note how a

combinationof shifts of local modelscan accomodatea variety of deformationsof the

originalprobabilitymap.
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3.1 Modeling the deformations

Weassumeajoint Gaussiandistributionf (� ) = f (z1; : : : ; zn ) onthelocations,with means

given by the referencepoints: �� = (yi ) i =1 ;:::;n . Thesearehighly correlatedand the co-

variancematrix is summarizethrougha setof 2n principleeigenvectorsvk ; k = 1; : : : ; 2n

andvariances� 1 � � 2 : : : � � 2n . Typically f will dependon the particularclassbeing

modeled.On top of theseclassvariationswe assumea uniform distributiong(� ) on af®ne

mapsovera limited range,centeredaroundtheidentitymap.Thedistributiong is thesame

for all classes.Thejoint distributiononedgesanddeformationsis summarizedas

P(X ; � ; � ) = P(X j� � )f (� )g(� ); (4)

where

P(X j� � ) = P(X j� z1; : : : ; � zn );

is givenby equation(3).

All togetherwe now have a generative modelfor theedgefeatures:samplea con®g-

uration� accordingto f (� ), samplean af®ne map� accordingto g(� ), placeeachlocal

modelQi at its correspondingpoint � zi . At eachpoint x 2 L compute� � pe(x), according

to equation(2), anddraw X e(x); x 2 L; e = 1; : : : ; E independently.

3.2 Classclustersand Classi�cation

OnePOPmodelmaynot be suf®cient to describethe populationof a givenclass. There

arequalitative differencesin shapebetweensaydifferentinstancesof thedigit 7 that can

not beaccommodatedthroughlocal deformationsof theparts. We thusmodeleachclass

c = 1; : : : ; C asamixture

Pc(X ) =
D cX

d=1

P(d)
Z

Pc;d(X j� � )f c;d(� )g(� )d� d� ; (5)

of POPmodelsPc;d(�j � ); d = 1; : : : ; Dc, eachwith adifferentdistributionf c;d ondeforma-

tions.

One approachto classi®cationwould proceedby ®nding the classc that maximizes

the marginal likelihoodof the observed datagiven by equation(5). This integrationcan
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be prohibitive, furthermoreit can be useful to have an instantiationassociatedwith the

classi®cation.We thereforechooseto classifyby maximizing

Ŷ = argmaxc max
1� d� D c

max
�

max
�

Pc;d(X j� � )f c;d(� � )g(� ): (6)

In otherwords,assumingauniformprior onclasses,classi®cationis obtainedby takingthe

classlabelfrom themaximuma-posteriorionclassmodelandinstantiation.

In thenext sectionwe describehow theprobabilitymodelfor oneclusteris estimated.

In section4.4weexplainthemechanismfor estimatingthedifferentclustersfor eachclass,

andin section5 weexplainhow to ef®ciently computetheabovemaximum.

4 Training

We describethetrainingof onePOPmodelfrom a giventrainingset.Onecouldenvisage

simultaneouslytrainingthemixtureof POPmodelsfor eachclass,but wepreferto discover

themixturecomponentssequentiallyasdescribedin section4.4.

A priori wedonotknow whichreferencepointsyi to choosenordoweknow theprob-

ability map.Intuitively a referencepoint is onearoundwhich similar non-trivial structures

occurfor differentinstancesof theobject.Furthermorewewantthecollectionof windows

zi + W to cover all structuresof intereston the object,possiblywith someredundancy.

We thereforestartwith a ®xedgrid of startpointsxi ; i = 1; : : : ; n 2 G andsearchin the

neighborhoodof eachsuchpoint for a possiblepart, i.e. a local probabilitymaparounda

referencepoint yi . Thefull probabilitymapis never directly estimated,rathereachyi ; Qi

is estimatedseparatelyaroundeachstartpoint x i . Theestimateof thefull probabilitymap

is thengivenby equation(2) wherewe setzi = yi ; i = 1; : : : ; n. This is denotedthemean

globalPOPmodel. Namelytheestimatedpartsarepatchedtogetherwith locationsat the

estimatedreferencepointsyi . We returnlater to the questionof whetherthis indeedcan

capturetheoriginalprobabilitymapthatgeneratedthedata.
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Estimatedmodel

I (2)
x+ U

I (2)
z(2) + W

I (1)
x+ U

I (3)
z(3) + W

I (3)
x+ U

I (1)
z(1) + W

Figure4: Right: Illustrationof estimationprocedure.Thesubwindows x + U andx + W centered

at start point x for threesampletraining images. The commonunderlyingstructureis found in

imageI (j ) at z(j ) + W (dashedline) wheretheshift is givenast (j ) = z(j ) � x 2 V . Right: After

alignmentandaveragingthecorrectmodelemerges.

4.1 Training onepart model

Sincewe aredealingwith onepart aroundonestartpointt we remove subscriptsandto

further simplify notationwe assumeonly onebinary featuretype X (x); x 2 L. Let Z

denotethe randomvariabledescribingthe location of the point of interestin a training

imageX . Givenastartpointx weconsideronly dataX U+ x from a®xedsubwindow U + x

whereW � U andwe assumethat Z + W � x + U. Namelythe randomshifts of the

regionZ + W alwaysfall within x + U. Let T = Z � x, theshiftsT arehiddenvariables

takingvaluesin a®nite squareneighborhoodV of theorigin. seefor example®gure4. We
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assumethatgivenT thelikelihoodof thedatais

P(X U+ x jT; f psgs2 W ; pbgd) =
Y

s2 W

pX (x+ s+ T )
s (1 � ps)1� X (x+ s+ T )

�
Y

s2 Un(x+ T + W )

pX (s)
bgd (1 � pbgd)(1� X (s)) : (7)

i.e. the variablesX (s); s 2 U are independentgiven T andwe ignore the fact that the

window x+ U maycontainadditionalon-objectpointsbeyondthesetZ + W. Themarginal

distribution on T is denoted� . The unknown parametersare thereforeQ = f ps; s 2

Wg; pbgd, and� . Thelog-likelihoodof asetof m trainingimagesX (j ) with observedshifts

T (j ) hasauniquemaximizerat

�̂ (t) =
1
m

mX

j =1

1f T ( j ) = tg; t 2 V

Q̂s =
1
m

mX

j =1

X (j )(x + T (j ) + s); s 2 W

p̂bgd =
1

m � (jUj � jWj)

mX

j =1

X

s=2 x+ T ( j ) + W

X (j )(s):

And we cansetthecorrespondingreferencepoint y to be

y = x +
X

t 2 V �̂ (t):

However, sincewedonotobserveT (j ) , thelikelihoodof theobserveddataX (j ) hasthe

form of a mixtureoverall possibleshifts:

P(X U+ x jQ; pbgd; � ) =
X

t2 V

� (t)P(X U+ x jt; Q; pbgd):

We arenow in theclassicalsettingof estimatingtheparametersof a mixturedistribution.

An importantuniquefeatureof the presentsettingis that the distributionsof the compo-

nentsof themixtureare`shifts' of eachother, thusmoredatacanbepooledto estimatethe

parameters.Thestandardmethodfor ®ndinga local maximumof thelikelihoodis theEM

algorithm,seeDempsteret al. (1977),which we describebelow, assumingfor simplicity

thatthestartpoint x = 0.

We generateiterativeestimatesQ` ; p(` )
bgd; � ` asfollows.
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1. Initialize Q(0)
s = 1

m

P
j X (j )(s); s 2 W.

p(0)
bgd = 1

m(jUj�j W j)

P
s2 UnW

P
j X (j ) (s):

� (0) (t) = 1=jV j; t 2 V

2. For eachtrainingpoint j andshift t 2 V , compute

P(tjX (j )
U ; Q(` ) ; p(` )

bgd; � (` )) =
P(X (j )

U jt; Q(` ) ; p(` )
bgd)� (` ) (t)

P
t0 P(X (j )

U jt0; Q(` ) ; p(` )
bgd; )� (` )(t0)

:

A simpli®cationoccursif thenumeratoranddenominatoraredividedby
Q

s2 U pX (s)
bgd (1 � pbgd)1� X (s) ; yielding

P(t; X U ; Q; pbgd; � ) / � (t)
Y

s2 W

� ps

pbgd

� X (s) � 1 � ps

1 � pbgd
]1� X (s) ;

(wherewehaveomittedthesuperscripts(j ) and(l).)

3. Compute

� (`+1) (t) =
1
m

X

j

P(tjX (j )
U ; Q(` ) ; p(` )

bgd; � (` )):

Q(`+1)
s =

1
m

X

t2 V

X

j

P(tjX (j )
U ; Q(` ) ; p(` )

bgd; � (` ))X (j )(t + s); s 2 W

p(`+1)
bgd =

1
m(jUj � jWj)

X

t2 V

X

j

X

s2 Un(t+ W )

P(tjX (j )
U ; Q(` ) ; p(` )

bgd; � (` ) )X (j )(t + s):

` ! ` + 1, goto2.

Thecorrespondingreferencepoint y is setas

y = x +
X

t 2 V �̂ (` )(t):

After a small numberof iterationsthe probabilitiesQ(l ) converge and are recorded

for eachpart. Typically after a few iterations,for eachtraining imagethe distribution

P(tjX (j )
U ; Q(` ) ; p(` )

bgd) is highly peakedatoneparticularshift wherethecommonstructureis

found,asshown in ®gure4.
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Figure5: Resultsof training. Probabilitymapsfor a horizontaledgetype. High probabilityareas

aredarker. Top left: Meanglobalmodelfor the`A' symbolin theLATEX dataset.Top right: Mean

globalmodelwithout iterations.Bottom:Samefor thethe`0' digit in MNIST. (Seealso�gure 11)

4.2 Mean global model (MGM) and inter-part consistency

Themeanglobalmodelis obtainedby applyingthepatchwork operationwith theestimated

partsQi at thereferencepointsyi . Namelythemarginal probabilitiesat eachpoint in the

referencegrid areobtainedthroughequation(2) usingtheestimatedpartsQi with zi = yi .

This canbeviewedasanestimateof thefull probabilitymapassociatedto theclassunder

theBernoullimodel.

The meanglobal model for two charactersis shown in ®gure 5. On the left for one

type of edge(horizontal)is the resultwith the EM iterations. On the right is the result

with no iterations,namelyeachpart is obtainedby takingQ(0)
s obtainedwith no shifting.

Thealignmentgeneratedby thetrainingprocedureproducesfarmoreconcentratedmodels
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Figure6: Left: Meanglobalmodelfor 7's Dark - high probability. Right: Thelocalmodelsof the

seven,usedto computeleft panelshown displacedfor visualization.

wherelocal variability hasbeenfactoredout. As shown in the resultssection,this leads

to signi®cantimprovementsin performancesincethelikelihoodcontrastsbecomesharper.

Similardisplaysfor facesareshown in ®gure11.

Note thateventhoughthe local modelsaretrainedseparatelythey patchtogetherin a

consistentmannerwhenplacedat theestimatedreferencepoints- theMGM `looksright'.

As anadditionalillustration,in ®gure6 we show theMGM for thedigit `7' togetherwith

someestimatedlocal models(slightly displacedfrom their original location.) Thedarker

areasarethoseof higherprobability. For easeof presentationthesemodelsweretrained

with a singlebinary feature,which is presentif thegray level valueis above a threshold.

Again the MGM looks exactly like a seven. Placingthe partsat the estimatedreference

pointsyi yields a consistentpart con®gurationin the sensethat the distributionsinduced

on theoverlapregionsby severaloverlappingpartsarevery similar. Hadthis not beenthe

case,the modelwould appearvery blurredanddiffuse. The training algorithmis trying

to explain thedatain windows aroundtwo nearbystartpoints,andtheconsistency in the

imagedataacrossthesewindowsforcestheestimatedmodelsto patchtogetherconsitently

if placedat thecorrectlocations.

The resultingMGM is a probability mapon the full referencegrid andhencecanbe
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viewed asan estimateof the underlyingprobability mapwhich generatedthe data. An

indicationthat this is a reasonableestimatehasto do with the fact that the local models

canbe`reread'from theMGM. In otherwords,insteadof keepinga recordof eachof the

estimatedlocalmodelsQi , wecankeeponly theprobabilitymapdeterminedby theMGM.

Thelocalmodelsarethenreadoff by extractingtheprobabilitiesin subwindowsaroundthe

referencepointsyi . Theresultinglocalmodelsarenot identicalto theoriginalones,but are

closeenough,andtheresultingclassi®cationratesareessentiallythesame.Weemphasize

that this would not have beenthecaseif neighboringlocal modelswerevery inconsistent

ontheregionsof overlap.Theprobabilitiesof theMGM ateachpoint in theoverlapregion

wouldbeanaverageof two verydifferentprobabilities.Thelocalmodelswewould reread

wouldbedifferentfrom theoriginalones.

4.3 Estimating the distrib ution on deformations

We estimatethejoint distributionon locationsf c(� ) asfollows. Re-loopthroughthetrain-

ing datawith the estimatedPOPmodel. For eachexampleandeachpart pi;W , compute

z(j );�
i the optimal local placementof part i asdetailedin section5 below. Usethe sam-

ple � (j );� ; j = 1; : : : ; m to estimatethecovariancematrix, for the joint Gaussiancentered

around�� = (y1; : : : ; yn ). As will beseenin theexperimentalresults,addingin this distri-

butionhasasmallpositiveeffectontheerrorrates.A morejudiciouschoiceof distribution

on thedeformationsandits estimationproceduremayyield moreinterestingresults.

4.4 Learning mixtur emodels

Our goal is to enableany modelwe develop to evolve asmoredatagetsprocessed.The

ideais to envisageeachclassasa mixture of POPmodels,andhave the numberof mix-

turecomponentsandtheparametersof themixturecomponentsevolve asadditionaldata

is introduced. This is a non-trivial taskandvery little canbe found in the literatureon

sequentialclustering.We describea rathernaive approachthathasperformedremarkably

well.

Givendatafrom oneclasswetrain initially onasmalltrainingsetT0 of sizeMmax and
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produceonePOPmodelP0 from this dataset.For this modelwe computethe meanand

standarddeviation � 0; � 0 of the log-likelihoods`0(X ); X 2 T0. Any `problematic'data

point in T0 with log-likelihoodonestandarddeviation below themean- `0(X ) < � 0 � � 0

- is addedto a new list T1. Now asadditionaldatapointsX arrive (not from theoriginal

setT0), we evaluate`0(X ) andaddto T1 only thosefor which `0(X ) < � 0 � � 0. Once

thesizeof this list jT1j = Mmax estimatea POPmodelP1 from this datasetandestimate

� 1; � 1. All points in T1 arealreadybelow thresholdfor the modelP0. Thosethat also

fall below thresholdfor P1 areusedto starta new list T2. New datapointsthat fall below

thresholdon all existing models(in this caseP0; P1), areaddedto T2, andsoon. In this

manneradditionalmodelsareaddedoncea suf®cient numberof pointshasaccumulated

whoselikelihoodis below thresholdfor eachof thecurrentmodels.This is summarizedin

thefollowing pseudo-code.

1. SetD = 0. T0 = ; . j = 0.

2. While jTD j < M max

If `d(X (j ) ) < � d � � d for all d = 1; : : : ; D

addX (j ) to TD .

EndIf

j = j + 1.

EndWhile

3. EstimatethePOPmodelPD from TD , andestimate� D ; � D from TD .

4. Initialize TD +1 with all elementsin TD for which`D (X ) < � D � � D .

Goto1.

Notethatj is neverreinitializedandthemaximumnumberof pointsstoredatany stage

is Mmax . Clearly asthe numberof modelsgrow the rateat which the `bad' setgrows is

slower andslower. Effectively we aretraining with only a very small subsetof the data

points,sincealreadyafterthe®rst setmostpointsareabove threshold.

In ®gure7 we show two of themodelsestimatedfor theclass7. It is encouragingto

seethat thesecondclusterhaspickedup sevensthatarequalitatively differentfrom those

representedby the®rst, i.e. Europeansevenswith acrossbar.
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Figure7: Sevenmodels:TheMGM' s for two seven clusters.Dotsshow thereferencepointsy i .

Left: probabilitymapsfor horizontaledges.Right: probabilitymapsfor verticaledges.

5 Computation

Computingtheglobalmaximumin equation(6) is dif®cult. In practicewe will limit our-

selves to ®nding a local maximum. So far we have implementedthe following simple

approximation.

GivenaparticularPOPmodel(correspondingto aparticularclasscluster),for eachpart

modelQi , startfrom thereferencepoint yi andperforma local searchin its neighborhood

for z�
i maximizingthe likelihoodratio of the local modelQi;W (X z+ W ) to a background

model,disregardingthe otherparts(i.e. ignoring the overlaps,andthe joint distribution

f (� )). Speci®callywe usethesearchneighborhoodV of section4, (seealso®gure4) and

thelargerneighborhoodU whichcontainsany possibleshift of W by anelementof V . Let

pe;bgd = ne=jUj wherene is thenumberof instancesof edgetypee. Weview pbgd asa local
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estimateof theprobabilityof edgee outsidetheregionz + W.

Simply maximizing Qi (X z+ W ) over z 2 yi + V would imply that likelihoodsover

differentobservationsarecompared.Insteadwe write thesamemodelfor the�xed region

U asin equation7of section4,whereontheshiftedsubwindow z+ W wehaveprobabilities

from Qi andon theremainderprobabilitiespe;bgd.

Qi (X U ; z) =
EY

e=1

2

4
Y

s2 W

pX e(s+ z)
e;s;i (1 � pe;s;i )(1� X e(s+ z))

Y

s2 Unz+ W

pX e(s)
e;bgd (1 � pe;bgd)(1� X e(s))

3

5

(8)

Dividing by abackgroundmodel

Qbgd(X U ) =
EY

e=1

Y

s2 U

pX e(s)
e;bgd (1 � pe;bgd)(1� X e(s)) ; (9)

which doesnot dependon z, the the ratio simpli®esto a productover thedatain z + W

alone:

Ji (z) :=
Qi (X U ; z)
Qbgd(X U )

=
EY

e=1

Y

s2 W

�
pe;s;i

pe;bgd

� X e(s+ z) �
(1 � pe;s;i )
(1 � pe;bgd)

� (1� X e(s+ z))

: (10)

Thus

z�
i = argmaxz2 �zi + V logJi (z): (11)

After local optimizationfor eachpointuse� = (z�
1; : : : ; z�

n ) to computethefull likelihood

underthePOPmodelasgivenin equations(3), (4). Thusthefull conditionaldistribution

involving the overlapsandthe term f (� ) is computedonly after the maximization. One

caniteratively maximizethefull likelihood,computinga local maximumfor zi , giventhe

currentlocationsof all otherpoints. This is muchslower anddoesnot seemto yield any

improvementin performance.

6 Experimental Results

In thissectionwetry to illustratetheusefulnessof theproposeddatamodelsandassociated

trainingprocedurein a numberof applications.Dueto spacelimitationsnot all detailsof

theimplementationcanbeprovided.
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Edgespreadingwindow - 3 � 3

Part size(W) - 9 � 9

Overlapparameterdetermininginitial pointgrid - � = :5

Searchneighborhood(V) - 11� 11

Numberof iterationsin EM - 10

Numberof datapointsatwhich additionalmodelis estimated- M max = 10

Table1: Default settingof algorithmparameters.

6.1 Classifyingsegmenteddigits

We presentdetailedexperimentson theMNIST datasetto explore thedependenceof the

algorithmon severalof themodelparameters.Thedefault parametersarede®nedin table

1.

Computing the af�ne component- normalization

Sincethedistributiong on theaf®necomponentdoesnot dependon theclass,with a view

to reducingthecomputationalload,we assume� canbecomputeddirectly from thedata

without using any particularmodel. Thus insteadof `deforming' the model by � as in

equation(4) werenormalizethedatato theidentitypose.First thecenterof mass(mx ; my)

of all detectededgelocationsis movedto thecenterof the image(cx ; cy). For eachedge

locationwesubstitutex ! x � mx + cx ; y ! y � my + cy: Slantis correctedby computing

byx - theslopeof theregressionline of thex coordinates®ttedon they coordinatesof the

edgelocations,andsubstitutingx ! x � byx (y � cy). Finally afterdeslantingwecompute

thestandarddeviationssx ; sy of theedgelocationsin eachcoordinateandscaleseparately

in eachcoordinateby r x=sx ; r y=sy wherer x andr y arepredeterminedconstantsdescribing

theaveragewidth andheightof theedgecloudsproducedby sampledigits.

Remark: Theabove procedureis clearlysensitive to noiseandclutter, andis viewedasa

computationalshortcut.A full minimizationover � ; z is costly. On theotherhand,coarse

to ®neapproaches(seeFleuret& Geman(2001),Amit etal. (2004))haveyieldedaccurate

af®ne poseestimatesvery ef®ciently, someof theseideasareusedin the experimentson
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Trainingdata Avg. clusters Error rate Error rate SVM

perclass perclass with f without f errorrate

10 1 6.5 6.05 12.61

30 2.6 3 3 6.17

50 3.4 2.46 2.58 4.18

100 4.1 1.96 2.14 3.02

500 8 1.52 1.85 1.47

Table2: Right: Classi�cationratesasfunctionof numberof trainingdataperclass.Middle column

indicatesnumberof clustersfoundin eachclasswith thesequentialclusteringalgorithm.Wereport

error rateswith the prior on � andwithout, aswell asthe bestratesachieved with SVM's on the

sameedgefeatures(Usingaquadratickernel).

readingzipcodeswherethisnormalizationis notpossible.

Err or ratesasfunction of training setsize

The ®rst questionof interestis the evolution of the error rateswith the training setsize.

This is summarizedin table2. Theclassi®cationresultsarefor a testsetof 10,000where

themargin of erroris about.17%.Theerrorratestartsat6%with 100trainingdata,i.e. 10

perclasswith 1 POPmodelperclass,to 1:5% with 5000trainingdata,i.e. 500perclass

with on average8 modelsperclass.Note that this meansthat themodelswereestimated

with about80 samplesper classof the 500 available. Ignoring the joint distribution on

shifts the rate is 1.85%. With 1000training images(100 per class)the error rate is just

under2% (1.96%).Without thejoint distributionon shiftsit is justover2% (2.14). In this

experimenttheestimatedjoint distribution f seemsto haveasmalleffect.

Stability with respectto the training set.

The modelsreportedin table2 were trainedwith the ®rst (100,300,1000,5000)training

examplesof theMNIST trainingset. Of interestis thestability of theresultswith respect

to variationsin thetrainingset.For samplesize300- 30perclass- wetrained25classi®ers
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Trainingdata No. of Clusters POPError rate SVM errorrate

100 5 1.75 3.02

500 20 1.11 1.47

1000 30 .8 1.15

Table3: Classi�cationresultswith non-sequentialclusteringusingall availabledata.

ondisjointsubsetsof thetrainingset.Themeanclassi®cationratewas3.1%with standard

deviation .3%. This is anencouraging®nding. Despitetheverysmalltrainingsetsize,the

varianceof the®nal classi®cationrateis verysmall.

Comparison to non-parametric classi�ers.

For the smallersizedatasets10-100per class,the resultsarefar betterthananything we

wereableto achievewith non-parametricclassi®cationmethodssuchasSVM'sor boosted

randomizeddecisiontreeson the sameedgefeatures,seelast column of table 2. The

3% error ratereportedfor 30 examplesper class,andthe 2% error ratereportedfor 100

examplesperclassarecompetitivewith many algorithmslistedin LeCun(2004)thathave

beentrainedon 6000perclass.Theresultsbecomeindistinguishableasthesamplesizes

increase.

Non-sequentialclustering

Theclusteringalgorithmdescribedabove is appealingbecauseof its sequentialnatureand

the ability to updatethe modelasmoredatais observed. However for optimal resultsit

maybepreferableto estimatetheclusterssimultaneouslyfrom all theavailabledata.This

is dif®cult to do in our context becauseof the fact that the instantiationparameter� is

unobserved. However usinga coarseapproximationto thePOPmodelin termsof a ®xed

library of local partsasproposedin Bernstein& Amit (2005)we canimplementan EM

typealgorithmto estimatea prede®nednumberof clusters.Thenusingthedataassigned

to eachsuchclusterwe estimatea POPmodel. This improvesthe resultsfor the larger

trainingsetsizesassummarizedin table3.
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With only 1000training points per class,using lik elihoodratio basedclassi�cation

with no discrimination boundaries,weachievea stateof the art error rate of 0.8%.

Computation time.

Computationtimeis about.09perimageperclusteronaPentiumIV 3Ghz,for example20

imagespersecondwith ®veclustersperclass.Thusasthenumberof clustersgrowsclassi-

®cationslowsdown. Oneremedyis to usesimplermodelsto detectthetop2,3classes.For

examplewith themodelsmadefrom 30 examplesperclass,with 2-3 clustersperclassthe

top 3 classesarecorrectlyidenti®edfor 99.6%of thedata.Usingsomecon®dencethresh-

old the moreintensecomputationsusingmoreclustermodelscanbe performedon only

the`uncertain'examples.Ultimately thisclassi®cationmethodshouldbeincorporatedin a

comprehensivecoarse-to-®necomputation.

Varying parameter settings.

At 100 examplesper classwe experimentedwith someof the parametersettings. We

summarizetheresultsin table4 wherethemodi®edparametervalueis indicatedall others

beingatdefault value.

VariedParameter Default No opt. No EM M max = 40 W = 6 W = 12

iters. w/wo f

Error rates 1.96 10.1 3% 2.04/2.35 2.79 2.44

Table4: Comparingerrorratewith default parametersto individual parameterchanges.

First we show the importanceof optimizing on the locationszi . If the likelihoods

arecomputeddirectly at the meanlocations,i.e. the searchneighborhoodV = f 0g, the

classi®cationratefalls to 10.1%.Theclassi®cationis highly dependenton Maxing out the

deformationnuisanceparameter!

It is possibleto estimatethelocal modelsassumingthereareno shifts. In thewindow

x i + W aroundeachstartpointx i estimatetheedgeprobabilitieswithoutany shifting. This

yieldscrudermodels,(see®gure5) with highererrorrates- 3% (insteadof 2%) - which is
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Figure8: Examplesof randomlydeformedlatex symbols.Left, a randomsamplefrom theentire

trainingset.Right: 30 randomlydeformed4's &' sand[ .

still respectablefor thistrainingsetsizebut is signi®cantlylowerthantherateobtainedwith

the original model. It shouldbe recalledthat the momentbasedprealignmentperformed

on theedgedata,asdescribedin section6.1alreadyyieldsgoodlocalalignment.

We also tried increasingthe valueof M max which determinesthe numberof points

neededto estimatea new POPmodel,the numberof modelsper classdroppedfrom 4.1

to 2.6. This led to a very slight decreasein performance. It is interestingthat in this

settingtherewas a somewhat larger drop in classi®cationrate when the distribution on

deformationsis ignored.With moreclusterspartof thegeometricvariationis coveredby

thedifferentmodelsandtheconstraintson thedeformationcapturedby thedistribution f

areredundant.

6.2 Lar genumbers of classes- LATEX characters

Thisexperimentis primarily meantto testthescalabilityof thismethodto largenumbersof

classes.We emphasizeagainthateachclassmodelis learnedseparatelyandclassi®cation

is basedon simplelikelihoodcomparisons.We useessentiallythesametypeof datasetas

in Amit & Geman(1997)or Amit (2002). A sampleof deformedlatex symbolsis shown
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in 8. We usedthe default parametersshown in table1. With 10 examplesper classthe

error rateis 7.8%. With 30 training examplesper classfor eachof the293classesand2

modelsper class,the error rateis 3.7%,againessentiallythe sameasthat achieved with

multipledecisiontreesandreportedin Amit (2002).In thisexamplesincewedonotapply

thenormalizationdescribedin section6.1thereis amuchgreaterdecreasein theerrorrate,

down to 10.7%,if trainingis performedwith no shifting, i.e. V = f 0g.

6.3 Readingzipcodes

We have run preliminaryexperimentson the applicability of the digit modelsto parsing

a `scene'i.e. readingzipcodes.Thegoal is to performa likelihoodbasedlabelingof the

zipcodeavoidingany preprocessingor pre-segmentation.Thedigit modelsaretrainedfrom

the isolatedandsegmentedMNIST dataset.However thezipcodedigits appearat widely

differentscales(at least2:1) - even in the samezipcode. Thusinsteadof estimatingone

POPmodelfor eachclasscluster, we estimatea numberof modelswhereall the datain

theclusteris simultaneouslyscaledor slanted.In thiswayweavoid thenormalizationstep

describedabovewhich would requirepre-segmentationof theindividualdigits andcanbe

quitesensitiveto noise.All themodelsareestimatedwith 500digitsperclassfrom the®rst

5000MNIST trainingdigits. Thereare20 clustersperclass,and4 scalesand3 slantsper

cluster.

An initial coarse-to-®necomputation®ndscandidatedetectionsfor all 10 digits, using

very conservative thresholds.Typically this will result in a setof 2-3 hundreddetections

denotedD. Eachdetectioncomeswith a classlabel c, a model label m, a location x,

an instantiation� anda supportS - the setof imagepixels for which the assignededge

probabilities� pe(x) (seeequation(2)) aredifferentfrom thebackgroundedgeprobabilities.

Themodelm refersto a particularclustermodelfor classc. For someexampledetections

andtheir supporton a samplezipcodesee®gure9. Note that dueto the many different

scalesandslantsat which the digits appeartherecanbe many detectionson a particular

part of the zipcodethat `make sense'unlessthe full context of the interpretationis taken

into account.
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Figure9: Thesupportof severaldetectionsonazipcode.
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Figure10: Top: Optimalinterpretationwith supports.Bottom:Next bestinterpretation.

An hypothesisfor theinterpretationof theentirezipcodeinvolvesaquintuple:

I = f ci ; mi ; x i ; � i ; Si ; i = 1; : : : ; 5g;

The edgedataof the entirezipcodeconditionalon suchan interpretationis modeledby

concatenatingthe individual datamodelson theunionof the supportsS = [ i Si . On the

complementSc the edgesareagainassumedindependentwith backgroundprobabilities.

On regionswherethesupportsoverlapwe caneitherusetheoverlaptrick, or simply pick

theprobabilitiesassignedby oneof thetwo models,accordingto somepreassignedorder

(sayfrom left to right). Let Ti = [ i
j =1 Sj ; then

P(X jI )
P(X jbgd)

=
5Y

i =1

Y

e

Y

x2 Si nTi � 1

�
� i pe(x)
pe;bgd

� X e(x) �
1 � � i pe(x)
1 � pe;bgd

� 1� X e(x)

; (12)

(seeAmit et al. (2004)for moredetails).Thegoal is to ®nd themostlikely interpretation

from amongall quintuplesof D. In oursetting,sincethedetectionshaveto bearrangedin a

linearfashion,it is possibleto computetheoptimalinterpretationef®ciently with dynamic

programmingon a ®ve nodegraphwhereeachdetectionis a possiblestateat any nodein

the graph. Clearly the linear constraintsrule out many con®gurations.The top panelof

®gure10 showstheoptimalinterpretationfoundby thedynamicprogramming.
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Wetestedtheresultsonasetof 1000zipcodesfrom theCEDAR database.No segmen-

tationor preprocessingof any kind is performed.We obtaina correctzipcoderecognition

rateof 82%. A simplemodi®cationof dynamicprogrammingcanyield the top K most

likely interpretations.Thebottompanelof ®gure10 show thesecondbestinterpretation.

For 94%of thezipcodesthecorrectlabelingwasamongthe top 10. Furthermoreusinga

simplerejectioncriterioncomparingthe likelihoodsof thetop two interpretations,we get

96%correctwith 50%rejection.ComputationtimeonaPentiumIV 3Ghzis 8 secondsper

zipcode.

Thereis not muchliteratureon readingzipcodesin recentyears.However comparing

to the literaturefrom the mid to late 90's this initial result is within the rangeof results

obtainedby verydedicatedalgorithms.Someresultsarepresentedin table5. Notethatthe

trainingandtestingdatasetsarenotthesamesoit ishardtoprovideanaccuratecomparison.

Author n correctat0 rej. % correct % rej

Haetal. (1998) 436 85% 97% 34%

Palumbo& Srihari(1996) 1566 96.5% 32%

Wang(1998) 1000 72% 95.4% 43%

POPmodels 1000 81% 96% 50%

Table5: Comparisonof zipcodereadingrates.

6.4 Faces

To verify whetherthis modelis applicableto gray level objectsthatarenot line-drawings

we performeda facedetectionexperiment.Usingthe®rst 300imagesof theOlivetti data

setwe trained5 facePOPmodelsat .3 of theoriginal scale- on average10pixelsbetween

the eyes. As in the zipcodeproblem,to accomodatedifferentscaleswe simultaneously

scaledtheimagesin eachclusterat .27,.3 and.33to createscaledversionsof eachmodel.

Thusin total thereare15 POPmodelsfor faces. In ®gure11 we show the meanglobal

modelfor oneof the facemodelsat scale.3. For comparisonwe show the global model

obtainedif no EM iterationsareperformed,this simply recordsthe edgeprobabilitiesat
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eachpixel overall trainingfacesin thecluster, with no localshifting. Theformermodelis

muchsharperor equivalentlyhaslowerentropy.

Figure11: Top row: Globalmeanmodelfor a faceclusterwithoutEM iterations.Left, horizontal

edges,right vertical edges.Bottom row: Global meanmodelsafter EM iterations. Dark means

higherprobability.

Usinganef®cientbut crudefacedetector(seeAmit (2002))we obtaincandidateloca-

tions/scalesfor testingthePOPmodels.Thesedetectorsarebasedon thesameedgesand

arecoarseapproximationsof thePOPmodels.At eachcandidatewindow weuseanadap-

tive estimateof thebackgroundedgeprobabilitiespe;bgd, andde®nea homogenousback-

groundmodel assumingconditional independenceof the edgeswith the samemarginal

probabilitieseverywherein the window. Using a likelihoodratio testof the MGM' s (no

shifting) to backgroundfor eachof the5 modelsandeachof the3 scaleswe pick thebest

model.Thisdoesnot involvetheintensivecomputationof optimizingtheshift of eachpart

in thePOPmodel.Only at thechosenmodeldo we computetheoptimalinstantiation� as
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Figure12: ROCcurve for facedetection.X axis- numberof falsepositivesamong130images.Y

axis,fractionof detectedfaces.

explainedin section5.

Finally the likelihoodratio of the®tted POPmodelto the locally adaptedbackground

model is comparedwith a thresholdto decideif the candidatedetectionis a faceor not.

Varying this thresholdyields and ROC curve presentedin ®gure 12. We testedon the

combinedCMU MIT testsetsof uprightfaces(testA,testB,testC).In testingweexcluded

a coupleof upside-down cardfaces,two pro®lesandseveral`charicature'or line drawing

faces(not the playing cards)leaving 490 `faces'. The imagescontainingthe excluded

facesremainin thetestsetfor falsepositive rates,andto detecttheotherfacesthatmight

occurin theseimages.Thereare130 imagesin the testset. The resultsarenot asgood

assomereportedin the literature.At a falsenegative rateof 12%we have approximately

250falsepositivescomparedto around80reportedfor examplein Viola & Jones(2004)or

Schneiderman& Kanade(2004).Howeverall othermodelshaveusedexplicit trainingwith

largenumbersof facesandevenlargernumbersof backgroundimages.The interesthere

is that the facemodelsaretrainedwith only 300 faces,no background,andyet a simple

likelihoodratio testto anadaptivebackgroundmodelhassomuchpower.
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Figure13: Somefacedetectionson imagesfrom theCMU-MIT dataset.

Someimageswith detections,a few falsepositivesandfalsenegativesareshown in

image13 and14.

In addition to a location andscalewe obtain a full instantiationof the face. As an

examplein ®gure15 (A) weshow thesubimageof adetectedfacefrom theupperlefthand

panelof ®gure13, togetherwith theshiftsof thereferencepoints(B), andtheglobalPOP

modelfor thehorizontaledges(C). Notehow thedeformedprobabilitymodelis adjusting

to thefactthatthefaceis partially rotated.Thelowerpanelof the®gureshowsthesupport

computedfor eachof thefaces.
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Figure14: Someadditionalfacedetections.

7 Discussion

Wehaveintroducedanew classof statisticalobjectmodelswith rathergeneralapplicability

in avarietyof datasets.Thesemodelsdescribethedenseorientededgemapsobtainedfrom

thegraylevel data,andassumeindependenceconditionalon theinstantiation.Theadvan-

tagesof statisticalmodelingandlikelihoodbasedclassi®cationhave beendemonstratedat

several levels: (i) robustestimationof modelsfrom small datasets,(ii) easyscalabilityto

large numbersof classesandnew datafrom existing classes,(iii) stateof the art classi®-

cationrateson theMNIST handwrittendigit dataset(iv) compositionof objectmodelsto

scenemodelsfor zipcodereading(v) facedetectionthroughlikelihoodratiosto adaptive

backgroundmodels.

One inherentdrawback of the currentmodelsis sensitivity to rotationsbeyond say

+ = � 15 degrees.We allow only shiftsof thepartsbut whenanarticulatedcomponentof

the objectundergoesa signi®cantrotationor skew, the probabilitiesof the edgesat each

locationcanno longerbe representedasa shift of theoriginal model. Currentlythis can

be accomodatedthroughan additionalcluster in the class. An alternative is to `rotate'

the modelsby estimatingtransitionprobabilitiesbetweenedgetypesasa functionof the
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(A) (B) (C)

Figure15: Top. (A) Thesubimagearounda face. (B) Theshiftsof the referencepointsrelative

to the hypthesizedcenterof the detectedface. (C) The resultingglobal POPprobability mapfor

horizontaledges.Bottom.Supportsof globalPOPmodelsfor the� ve faces.
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rotation.Anotherpossibilityis to developpartmodelson evensmallerwindows,basedon

theoriginalgraylevel data,wherephotometricinvarianceis explicitly modeledthroughthe

meanlevel in eachwindow. It is easierto rotateanactualimagethanto rotateanedgemap.

In generalit wouldseemusefulto pursuethepossibilityof graylevel POPmodels.

In thecurrentimplementationadifferentpartmodelis trainedfor eachpointof interest

for eachclusterof eachclass.Somepreliminaryexperimentationhasshown thatmany of

thesepartsareverysimilar, andthattheestimatedpartscanbereplacedby representatives

from a relatively small library asdescribed.This raisesthe possibility of discovering a

universalfamily of partswith whichall modelsaretrained.Thishasbeenpartiallyexplored

in in Bernstein& Amit (2004)wherea setof partsis estimatedfrom unlabeleddata,and

arethenusedin afeedforwardframework. Namelyeachpixel is labeledby themostlikely

partandall thepartsfrom eachneighborhoodaremergedontoonepixel ona coarsergrid.

This is thentheinput for theobjectmodelsandlikelihoodbasedclassi®cation.Webelieve

that thereis placefor a statisticalmodel integratingthe two levels: the part basedlevel

andtheedgebasedlevel into oneconsistenthierarchicalmodel.This typeof modelshould

bene®tfrom theinformationcontainedatbothlevels.Thecoarserpartbasedmodelscanbe

viewedasthecoarsestepin acoarseto ®nehierarchy, thuspointingto apossibleintegration

of thehierarchicalmodelswith theCTF methodology.
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